Biol 609: Advanced Data Analysis for Biology

Instructor: Jarrett Byrnes, PhD.
Email: jarrett.byrnes@umb.edu

Weekly Schedule: Tuesday & Thursday 1-3:30
Office Hours: Prof. Byrnes will hold office hours Wednesday from 1:30-3 
Overview: This course will cover the advanced statistical modeling techniques needed for students investigating complex biological systems. The course aims to have students focus on thinking about the biological processes that they are studying in their research and how to translate them into statistical models of realistic complexity.  This includes models that deal with autocorrelation, mixed models, multivariate Structural Equation Models with latent variables, and more. We will also emphasize Bayesian inferential techniques, as they have proven to be powerful and flexible in a wide variety of situations. They are also often philosophically aligned with scientists goals, perhaps more often than frequentist techniques. The course will take a hands-on computational approach, allowing students to first approach concepts theoretically, and then implement them in the programming language R. 
Objectives:


1) To learn how to think about your study system and research question of interest in a systematic way and match it with a realistic process-based model.
2) To understand how to build and fit hierarchical/multilevel models in a likelihood and Bayesian framework.
3) Provide the grounding needed to effectively collaborate with statistical experts.

4) Allow students to gain the knowledge necessary to become life-long learners of data analysis techniques, able to incorporate new techniques into their analytic toolbelt as needed.
Prerequisites: I will assume knowledge of basic linear modeling techniques, including regression and Analysis of Variance. I will also assume familiarity with frequentist and likelihood approaches to data analysis, as well as at least a passing familiarity with Bayesian techniques. BIOL 607 should suffice, as would an equivalent course in another department, such as ENVSCI 601. Instructor permission required if you have not taken either of these courses.
Required Texts:

McElreath, R. Statistical Rethinking: A Bayesian Course with Examples in R and Stan. 2015. https://www.amazon.com/Statistical-Rethinking-Bayesian-Examples-Chapman/dp/1482253445
Reading List:

Bolker, B.M., Brooks, M.E., Clark, C.J., Geange, S.W., Poulsen, J.R., Stevens, M.H.H., White, J.-S.S., 2009. Generalized linear mixed models: a practical guide for ecology and evolution. Trends in Ecology & Evolution 24, 127–135. doi:10.1016/j.tree.2008.10.008

Grace J.B., Anderson TM, Olff H, Scheiner SM (2010) On the specification of structural equation models for ecological systems. Ecological Monographs, 80, 67-87. [pdf]

Grace J.B., Bollen KA (2005) Interpreting the Results from Multiple Regression and Structural Equation Models. Bulletin of the Ecological Society of America, 86, 283-295.[pdf]

Lefcheck, J.S., 2016. piecewiseSEM: Piecewise structural equation modeling in R for ecology, evolution, and systematics. Methods in Ecology and Evolution 7, 573–579. doi:10.1111/2041-210X.12512

Nakagawa, S., Schielzeth, H., 2012. A general and simple method for obtaining R2 from generalized linear mixed-effects models. Methods in Ecology and Evolution. doi:10.1111/j.2041-210x.2012.00261.x

Schielzeth, H., Nakagawa, S., 2012. Nested by design: model fitting and interpretation in a mixed model era. Methods in Ecology and Evolution 4, 14–24. doi:10.1111/j.2041-210x.2012.00251.x
Shipley, B. (2009) Confirmatory path analysis in a generalized multilevel context. Ecology, 90: 363-368.[pdf] [R appendix]
Zuur and Ieno. 2006 Mixed Effects Models and Extensions in Ecology with R. Selected Chapters. https://www.amazon.com/Effects-Extensions-Ecology-Statistics-Biology/dp/0387874577. Selected Chapters.
Recommended Texts: 

I will be drawing on examples and materials from a few other sources.  They include wonderful examples of R code in the context of data analysis.  You are not required to have these, but you will either find them useful in this course or in future endeavors. 
Bolker, B. (2009) Ecological Models and Data in R. Princeton University Press. http://www.amazon.com/Ecological-Models-Data-Benjamin-Bolker/dp/0691125228
Grace, J. 2006. Structural Equation Modeling and Natural Systems. Cambridge University Press. [amazon]

Gelman, A., and Hill, J. 2006. Data Analysis Using Regression and Multilevel/Hierarchical Models. https://www.amazon.com/Analysis-Regression-Multilevel-Hierarchical-Models/dp/052168689X
Grolemund, G., and Wickham, W. 2016. R for Data Science.  The book is in progress and can be found online at http://r4ds.had.co.nz/
Kline, Rex. 2012. Principles and Practice of Structural Equation Modeling. The Guilford Press. [amazon]

Wickham, H. 2014. Advanced R. The book can be found online at http://adv-r.had.co.nz/
Software

· R - http://www.r-project.org/
· R Studio, a fantastic cross-platform interface for R - http://www.rstudio.org/
· The Rethinking library: http://github.com/mcelreath/rethinking
· Lavaan – http://lavaan.org
Content and teaching approach:  The course will be a mixture of Topic and hands-on data analysis lab.  Students will be expected to have a computer available during the course so that they can follow examples and attempt in-class problems.

Grading: Your grade will be determined by a combination of weekly homework, in-class quizzes, and a final paper. Homework will consist of a problem set and will be worth 50% of your course grade.  In-class quizzes will comprise 10%. The final paper will be worth 30%. Participation in the class will be worth 10%. Additionally, there will be multiple opportunities for extra credit along the way.
Homework: All homework done using R should be turned in as an RMarkdown document (http://rmarkdown.rstudio.com/).  You should be well prepared for this in advance. Homework will be handed in via github. I’ll conduct a short tutorial at the beginning of the class. Note – all slides will be written using RMarkdown, and code will be made available as an example.
Extra Credit: Throughout the course, there will be multiple opportunities for extra credit. I’ll add more as we go along, but here are the first few. Each extra credit opportunity below can be worth 5% of your total grade.
1. There are a wealth of great conversations out there about data science both in and out of biology. Starting to listen to the conversation will enable you to keep abreast of how the field is developing, and enable you to learn toolsets that will put you a cut above your colleagues as you consider new and sophisticated analyses. I’d recommend checking out sites list http://www.r-bloggers.com/ daily, listening to podcasts such as Not So Standard Deviations https://itunes.apple.com/us/podcast/not-so-standard-deviations/ or following different data science/biology luminaries (such as @hadleywickham, @_inundata, @rdpeng, @hspter, @,kara_woo, @tpoi,  @sckottie, and more). There are a ton of other blogs and people who are relevant to what you are doing for your research, so look around! Each class, I’ll try and give an opportunity to share neat things you’ve seen in the ether. +1 for each contribution you make to the class.
2. The data science techniques you are learning here have a broad suite of applications for the good of society. Heck, many of you are doing projects you feel are socially important. Want some extra credit? Join http://www.meetup.com/Data-Science-for-Social-Good/ - half credit for just going to their meetings, full credit for contributing to one of their projects. Extra extra credit for initiating a new one.
Final Paper: The final paper will be an analysis of a topic of your choosing. This could be an opportunity for you to analyze and write-up your own data.  It could be an opportunity for you to mine data from various public sources – online data repositories, sensor networks, NASA’s data archive, etc. – that are relevant to your research.  Look at this as an opportunity to contribute to your thesis.  Papers are to be fully written up in an academic journal style (intro, methods, results, discussion, etc.).  Topics must be approved by week 9, or final papers will not be accepted.  Each student will give a short (10 min) presentation on the final day of class. If a project is large enough in scope to warrant working in groups, I will consider it. I will retroactively increase students grades if their analysis is used for the submission of a published paper in the following semester (e.g., from a B- to an A, or a B to B+).
Course Content:

While the topics covered are broad, each week will feature different examples from genetics, ecology, molecular, and evolutionary biology highlighting uses of each individual set of techniques.

Week 1. 

Topic: Review of linear modeling techniques
Week 2. 

Topic: Generalized Least Squares for Spatial and Temporal Autocorrelation
Reading: Zuur and Ieno Chapter 6-7
Week 3. 

Topic: Random effects and mixed models
Reading: Schielzeth and Nakagawa 2012, Schielzeth and Nakagawa Appendix,Bolker et al 2009, Zuur and Ieno Chapter 5

Writings on visualization: Visualizing Mixed Models part 1, Visualizing Mixed Models part 2, sjPlot, Random regression coefficients using lme4, Making mixed model plots look fancy, R2 for mixed models (from Jon Lefcheck)
Week 4. 

Topic: Structural Equation Modeling with Likelihood
Reading:  Grace 2010 (overview), Whalen et al. 2013 (example) 
Week 5. 

Topic: Graph Theoretic approaches to Structural Equation Modeling with 
Reading: Grace and Bollen 2005, Shipley 2004, Lefcheck 2016
Week 6. 
Lab Topic: Re-Introduction to Bayesian Techniques
Reading: McElreath Ch. 1-3

Week 7. 

Topic: Linear and multivariate Bayesian Models
Reading: McElreath Chapter 4-5
Week 8. 

Topic: Interaction Effects and Bayesian Model Selection
Reading: McElreath Chapter 6-7
Week 9. 

Topic: Markov Chain Monte-Carlo Approaches
Lab Topic: Basic ANOVA, Midterm work session


Reading: McElreath Chapter 8
Week 10. 

Topics: Generalized Linear Models in a Bayesian Framework
Reading: McElreath Chapter 9-10
Week 11. 

Topic: Overdispersed and Mixture Models
Reading: McElreath Chapter 11

Week 12. 

Topic: Mixed Models in a Bayesian Context
Reading: McElreath Chapter 11

Week 13. 

Topic: Revisiting Autocorrelation and Missing Data
Reading: McElreath Chapter 13-14

Week 14. 

Topic: Open Lab
Week 15.

Topic: Final Presentations

Things you need: A large amount of computer programming will be necessary to successfully complete the course, so students will need easy access to computers running R (or with administrative access to download R), which is free, open-source software and some form of spreadsheet software (Microsoft Excel, Open Office, etc.). We will learn how to load R and R packages in the class. Ideally, students will start the class with a general idea their project system or an ecosystem of interest (e.g., studying insects in salt marshes, experimentally driven levels of gene expression, patterns of biodiversity across a bathymetric gradient, yeast reproductive rates, etc.) as there will be opportunities for students to use their own data for course credit. 

Code of Conduct and Academic Integrity: It is the expressed policy of the University that every aspect of academic life--not only formal coursework situations, but all relationships and interactions connected to the educational process--shall be conducted in an absolutely and uncompromisingly honest manner. The University presupposes that any submission of work for academic credit is the student’s own and is in compliance with University policies, including its policies on appropriate citation and plagiarism. These policies are spelled out in the Code of Student Conduct. Students are required to adhere to the Code of Student Conduct, including requirements for academic honesty, as delineated in the University of Massachusetts Boston Graduate Catalogue and relevant program student handbook(s). http://www.umb.edu/life_on_campus/policies/code
You are encouraged to visit and review the UMass website on Correct Citation and Avoiding Plagiarism: http://umb.libguides.com/citations
Accommodations: The University of Massachusetts Boston is committed to providing reasonable academic accommodations for all students with disabilities. This syllabus is available in alternate format upon request. If you have a disability and feel you will need accommodations in this course, please contact the Ross Center for Disability Services, Campus Center, Upper Level, Room 211 at 617.287.7430. http://www.umb.edu/academics/vpass/disability/ After registration with the Ross Center, a student should present and discuss the accommodations with the professor. Although a student can request accommodations at any time, we recommend that students inform the professor of the need for accommodations by the end of the Drop/Add period to ensure that accommodations are available for the entirety of the course. 
Course notes: Slides and code for each Topic will be available on the course website before each Topic.
Journals to Keep an Eye On

The Journal of Statistical Software. http://www.jstatsoft.org/
Methods in Ecology and Evolution. http://www.methodsinecologyandevolution.org/
The R Journal. http://journal.r-project.org/current.html
Efficient R Programming. 2016. Colin Gillespe and Robin Lovelace

Advanced R. 2014. Great walkthrough of the details and guts of R. From novices to R wizards, you will learn things you never thought possible (or the actual reasoning behind that hacky stuff you’ve been doing for years).

Principles of Econometrics with R 2016. Constantin Colonescu. Yes, it’s econometrics, but there’s a lot here that’s very generalizable to biological data analysis in R as well.

STAT545 UBC Course by Jenny Bryan that covers many similar topics to us - probably better - and more!

Simply Statistics

Statistical modeling, causal inference, and social science: Andrew Gelman’s research group

R-statistics blog

Error Statistics Philosophy Great source of information on philosophy of statistics and data analysis

Dynamic Ecology Covers many topics in analysis and philosophy of data in addition to ecology
Quantum Forest A shoebox for scribbles on data analysis by Luis Apiolaza
